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Abstract

In Network Function Virtualization (NFV), Virtualized Network Function (VNF) scaling is one of
the key lifecycle management operations to accommodate the traffic fluctuation. Compared with
a reactive scaling approach based on the load threshold, proactive traffic load prediction can drive
the VNF scaling ahead of time and avoid VNF states movement by only redirecting new coming
flows. However, most existing online learning research is based on presumed VNF capacity or uti-
lizes a server cluster with high cost and heavy foot-print. To provide the environment for online
learning-based VNF scaling research, based on Docker container, we build a lightweight platform on
a general personal computer (PC), which supports real word traffic replay and fine-grained resource
allocation. Our preliminary case study evaluates the capacity of Snort-based IDS with one CPU core
and a half of CPU core under different traffic replay speeds. The experiment results verify that the
CPU consummation level rises with the increase of replay speed and the overhead causes packet loss
and missing alerts of threads. Besides, under the same replay speed, the CPU consummation level
fluctuates with traffic condition. The preliminary case study demonstrates that the container-based
platform can provide the basis for online traffic-driven VNF scaling research.
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1 Introduction

Software Defined Networking (SDN) and Network Function Virtualization (NFV) are considered as
key technologies for future networks, such as 5G slicing [1–3], where resources are allocated to each
tenant, slice or user elastically according to demand. NFV technologies utilize commercial off-the-shelf
hardware platforms for network service function provision, where network functions are virtualized and
share common infrastructure resources. SDN technologies, which config and control the forwarding
plane in a logical centralized way, enables flexible traffic steering to chain network functions. Virtualized
Network Function (VNF) scaling is a key lifecycle management operation in NFV [4] and allows network
operators resize network services with the change of load. When the traffic volume is small, VNFs should
be scaled down to save resources, and when traffic volume is large, VNFs should be scaled up and a part
of traffic should be migrated to new network function instances.

There are have been efforts on the VNF scaling issue and focusing on minimizing the negative impact
of flow migration of a reactive scaling operation [5,6]. In fact, in many scenarios, network traffic volume
changes in a predictable way. For example, in the campus and house network, the change of network
traffic is related to users’ working and resting periods. The network traffic is also related to other factors
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such as live events and breaking news. Thus, the research on traffic prediction and load estimation, such
as machine learning-based approach [7, 8], have attracted much attention. However, most related works
do not discuss and analyze the capability of specific VNF and only conduct simulation based on arbitrary
parameters. Although some researchers test their algorithm based on a server cluster, they do not either
give the details of each VNF, and it is usually difficult and costly to build a cluster for high-speed traffic
replay.

To provide the basis and conveniences for the research of traffic-driven VNF scaling, a lightweight
testbed is needed to support algorithm design and verification. For example, the Snort [9], as a popular
Instruction Detection System (IDS), needs to be evaluated how much traffic it can process without packet
loss if set with specific detection rules and given one CPU core, which is the most CPU resource a single
thread can utilize. Besides, the network operator also needs to know how many resources should be
allocated to the Snort instance for cost-efficiency if the predicted traffic volume size is small.

In this paper, utilizing a general personal computer (PC) and Docker container [10], we build a
lightweight platform for VNF scaling research and deploy the Snort-based IDS function for a case study.
The trace replay tool tcpreplay [11] is used to generate traffic with different speed. The OpenvSwitch
(OVS) [12] is used for container networking and traffic steering. Our experiment evaluates the capability
of the Snort when it is given one CPU core and a half of CPU core (50% cycles of a CPU core). We
record the CPU utilization, packets loss and reported alerts under different traffic speed. Our preliminary
case study demonstrates that the container-based platform can provide the basis for parameter setting of
VNF scaling algorithm design and simulation. Besides, it is also suitable for online learning algorithm
research, as it supports real word traffic replay.

The rest of this paper is organized as follows. Section II presents our motivation and related works.
Section III shows an overview of the platform framework for VNF scaling research and describes the
case study of Snort-based IDS. Section IV presents the experiment results.

2 Motivation and Related Works

With the help of SDN and NFV, network operators can provide network function services in a form
of software and chain these service functions in order effortlessly. In the virtualized Service Function
Chaining (SFC), the number of VNF instances changes with the network traffic condition and flows are
steered dynamically during scaling operation. OpenNF [5] enables the movement of the internal state of
VNF by carefully designed APIs. Co-Scaler [6] focuses on the scaling up operation and try to minimize
the negative impact of flow migration. However, the scaling operation only depends on the load of the
instance and the action is performed reactively when the load reaches the threshold. Online learning
and proactive demand prediction have attracted much attention since the reactive approach incurs delay
and packet loss [7, 8]. These proactive-based approaches can predict the traffic fluctuation and bring
more agility as the scaling decision is driven by traffic condition. However, they do not give the capacity
evolution of each specific VNF based on actual measurement.

The design, debugging and testing of a learning algorithm must rely on a test platform. To evaluate
the capacity of a VNF and perform scaling actions, the platform must satisfy several requirements: 1)
Support high-speed traffic replay based on a trace file to evaluate the ultimate capacity of a VNF and
analyze real-world traffic condition. 2) Be able to allocate CPU, memory, and storage resources to VNFs
and monitor resources usage with fine granularity. 3) Support lifecycle management of VNFs to enable
scaling up and scaling down operation. 4) Have flexible flow steering ability for traffic migration during
the scaling operation.

Current popular network emulators and NFV platforms either do not satisfy all above requirements
or are too heavy and costly. For example, the Mininet, a popular SDN-enabled emulator, can create a
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network of virtual hosts, switches, controllers, and links on a laptop or other PCs with little effort and
provides 2Gbps total bandwidth on modest hardware [13]. In general, if the replayed traffic is limited in
a host, the total bandwidth can be much higher than the situation where traffic traverses physical links
among hosts and switches unless high-speed Ethernet links are used. Thus, the Mininet supports high-
speed traffic replay naturally. However, it does not support fine-grained resource allocation to virtual
hosts and scaling operation. Other network slicing emulators such as FlowVisor [14] and OpenVirteX
[15] have similar drawbacks.

OpenStack, initially designed for creating a private or public cloud [16], now is also combined with
SDN technology to build networking testbed [17]. OpenStack is also promising to become the concrete
realization of the NFV architecture along with related subprojects [18]. However, it takes much effort
to be skillful on all related projects and it is expensive to build a cluster to support high-speed traffic
replaying.

Container-based network functions now receive great attention due to its cost efficiency and agility
[19]. Thus, we prefer to carry on the VNF scaling research based on the container. Docker engine can
allocate the CPU resource to VNFs by limiting a given container’s access to the host machine’s CPU
cycles, which means a general PC can host lots of VNFs with a fine granularity of resource management.
Besides, it is simple to use OVS bridge for Docker container networking and that enables flexible flow
steering, which is a key capability for VNF scaling, as large traffic need to be split for load balancing
during the VNF scaling up operation and small traffic flows need be merged to specific VNFs during the
VNF scaling down operation for cost saving.

3 Test Paltform and Case Study

In this section, we first present the overview of the container-based platform and describes each compo-
nent in detail. Then, we analyze the Snort-based IDS evaluation case.

3.1 Framework

Our preliminary case study mainly focuses on the data plane, but we present the whole framework of the
test platform for future online learning research. Figure 1 shows the overview of the framework.

In the data plane, container-based VNFs are connected by the OVS bridge and a specific container
is deployed with ‘tcpreplay’ for traffic replay. The ‘tcpreplay’ tool can split the trace into two sides:
client and server, so two interfaces are attached to the traffic source/sink container. When replaying a
traffic trace file, client and server packets are sent out via this two interfaces, respectively. Then, the
OVS bridge can steer packets to VNFs in order based on SFC policy. Meanwhile, the Docker engine is
responsible for instance management and states collection.

The deployment of above-mentioned components is restricted inside a single host to guarantee high
bandwidth. The control plane can be deployed in another host since the control channel bandwidth
should be relatively low. The SDN controller is responsible for traffic state collection and flow migration
during scaling operation. The VNF manager calls the Docker client Command-Line Interface (CLI) to
collect VNF load and perform instance scaling action. The learning agent should be on top of the SDN
controller and VNF manager. It relays on the SDN controller and VNF manager to collect data and
transfer flow migration and scaling decisions.

3.2 Snort-based IDS Case Study

Snort is one of the most popular open source IDS software, which can also work as a sniffer and packet
logger. The intrusion detection model usually consumes more CPU and memory resources. The resource
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Figure 1: Overview

consummation level is also related to traffic bandwidth and the rules used. Thus, it is necessary to figure
out how much traffic the Snort can deal with under specific rules and given resource. That will provide
the basis for online resource allocation decision and proactive scaling operation. Based on our platform,
the learning agent can learn this information based on real-time traffic replay and states collection.

In this case study, we use the bigFlow.pacp trace file provided by the ‘tcpreplay’ site for testing.
The trace data is captured on an access point to the Internet of a private network in 5 minutes, which
contains 791,615 packets with 40686 flows and 132 applications [20]. Figure 2 shows how traffic is
steered into the Snort-based IDS function. As the Snort is not configured with a firewall like iptables to
prevent packets, only one interface is attached to the Snort container. To direct packets into the Snort
container, several flow rules are configured in the OVS flow table to modify the destination MAC address
of original frames.

In this case study, we only care about CPU resources constrain and the maximal bandwidth the Snort
can process. To evaluate its performance, we replay the trace with different speed and monitor the CPU
utilization of Snort instances, which are configured with different CPU resource constraint. After packets
are sent out, we check whether the Snort has detected all packets and miss any alerts, as that is usually
most concerned for a security service.

Host

bigFlow.pacp

OVS bridge

ClientServer Snort
Instance(2)

Snort
Instance(1)

Figure 2: Snort capacity evaluation
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4 Experiment Results

The experiment is on a general PC with following configuration: Intel(R) Core(TM) i5-2400S CPU @
2.50GHz (4 cores), 1 x 8GB DDR3-1333 RAM and Ubuntu 16.04.4 LTS (GNU/Linux 4.4.0-101-generic
x86 64) OS. We conduct the experiment with two Snort instances, which are configured with one CPU
core and a half of CPU core, respectively. We deploy the Snort-2.9.7, which only supports a single
thread, in the container running Ubuntu 16.04 system and perform the intrusion detection with default
rule set.

4.1 Performance Evaluation with one CPU Core

We first evaluate the performance of the Sort instance with one CPU core. The traffic trace is replayed at
speed of 150 Mbps to 210 Mbps, with the interval of 10 Mbps. Figure 3 shows the dropped packets and
produced alerts under different bandwidth. The Snort instance starts to drop packets at the speed of 180
Mbps and the number of alerts also decreases. With the increase of replay speed, more packets and alerts
are missed. When the bandwidth is 180Mbps, the number of dropped packets is 1256 and the number of
alerts decreases from 11952 to 11923. When the bandwidth is 210Mbps, the number of dropped packets
increases to 16905 and the number of alerts decreases to 11653.

Figure 4 presents the CPU utilization during the experiment. As we replay the trace with high speed,
the experiment time is less than 20s, but it still presents the traffic fluctuations. Figure 4 (a) shows that
when the replay bandwidth is 150 Mbps, 160 Mbps, and 170 Mbps, except the Snort initialization phase,
the CPU utilization is always less than 100% and their peak value is between 80% and 90%. Figure 4 (b)
shows the that when bandwidth is larger, the peak CPU utilization value reaches the limit (one core) and
that leads to packet loss and missing alerts of threats.

If a learning agent has learned the capacity of Snort with one CPU core and can predict the traffic
bandwidth, it can drive the scaling up operation in a proactive way once the predicted traffic volume is
too large, including starting new VNF instances and steering new coming flows to them.
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Figure 3: The number of dropped packets and produced alerts under different replay bandwidths with
one CPU core

4.2 Performance Evaluation with a half of CPU Core

In the second experiment, we update the flow rules in the OVS bridge, then new coming packets are
steered into the second Snort instance configured with a half of CPU core. The traffic trace is replayed
at a lower speed, which is from 60 Mbps to 120 Mbps, with the interval of 10 Mbps. Figure 5 shows the
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Figure 4: CPU utilization during the replay with a half of CPU core
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Figure 5: The number of dropped packets and produced alerts under different replay bandwidths with
one CPU core

6



Towards Traffic-Driven VNF Scaling: A Preliminary Case Study based on Container Li, Zhou, et al

0 5 10 15 20 25 30 35 40 45 50

Time(s)

0

0.2

0.4

0.6

C
P

U
 U

til
iz

at
io

n(
co

re
)

60Mbps
70Mbps
80Mbps

0 5 10 15 20 25 30 35

Time(s)

0

0.2

0.4

0.6

C
P

U
 U

til
iz

at
io

n(
co

re
)

90Mbps
100Mbps
110Mbps
120Mbps

(a) Replay at the speed of 60 Mbps, 70 Mbps, and 80 Mbps
0 5 10 15 20 25 30 35 40 45 50

Time(s)

0

0.2

0.4

0.6

C
P

U
 U

til
iz

at
io

n(
co

re
)

60Mbps
70Mbps
80Mbps

0 5 10 15 20 25 30 35

Time(s)

0

0.2

0.4

0.6

C
P

U
 U

til
iz

at
io

n(
co

re
)

90Mbps
100Mbps
110Mbps
120Mbps

(b) Replay at the speed of 90 Mbps, 100 Mbps, and 110 Mbps and 120 Mbps

Figure 6: CPU utilization during the replay with a half of CPU core

dropped packets and produced alerts. When the bandwidth increases to 90 Mbps, the Snort starts to drop
packets and miss alerts. The number of dropped packets is 1115 and the number of alerts decreases to
11914. When the bandwidth increases to 120 Mbps, the number of dropped packets increase to 50971
and the number of alerts decreases to 10934.

Figure 6 presents the CPU utilization during the experiment, which is similar to the results in the first
experiment. Figure 6 (a) presents that when the replay bandwidth is less than 80 Mbps, the peak CPU
utilization value is less than 50%. The peak value is between 30% and 50%. Figure 6 (b) shows that
when the bandwidth increases to 90 Mbps, the peak CPU utilization value reaches the limit (50% cycles
of a CPU core) and that leads to packet loss and missing alerts of threats.

In a scaling operation, the resources given to a new VNF instance can be decided based on such
information. If the predicted bandwidth is less than 80 Mbps, then the learning agent can allocate no
more than a half of core to the instance.

5 Conclusion and Future Work

NFV provides network service functions in a form of software and VNFs should scale based on traffic
load to guarantee service quality or save resources. Compared with load threshold-based reactive ap-
proaches, proactive approaches try to predict traffic load based on online learning and perform scaling
operations in advance, which brings more agility and avoids the state copying of VNFs. Based on the
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Docker container, we build a lightweight test platform to support traffic-driven VNF scaling research,
where a Snort-based IDS case study is presented by replaying a real word traffic trace under different
speeds. Our case study experiments verify that the CPU consummation level fluctuates with traffic under
a fixed replay speed, and the higher the replay the speed is, the more CPU resources the Snort needs. In
our future work, we will focus on the control plane and enable online learning-based scaling operation.
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